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A Novel Integrated Simulation Framework for
Cyber-Physical Systems Modelling

Nikolaos Tampouratzis , Panagiotis Mousouliotis , and Ioannis Papaefstathiou

Abstract—The growing use of Cyber-Physical Systems (CPS)
in a plethora of domains (e.g. healthcare, industry, smart homes,
transportation, etc.) triggers an urgent demand for simulation
frameworks that can simulate in an integrated manner all the
components (i.e. CPUs, Memories, Networks, Physical Environ-
ment) of a system-under-design(SuD). By utilizing such a simulator,
software design can proceed in parallel with physical development
which results in the reduction of the so important time-to-market.
The main problem, however, is that currently there is a short-
age of such simulation frameworks; most simulators used for
modelling the digital aspects of CPS applications (i.e. full-system
CPU/Mem/Peripheral simulators) lack any support of the CPS
physical aspects and vice versa. The presented fully-distributed
simulation framework (APOLLON) is the first known open-source,
high-performance simulator that can handle holistically complex
CPSs including processors, peripherals, networks and physical
aspects of them. APOLLON is an extension of the COSSIM simu-
lation framework and it integrates, in a novel and efficient way, a
combined processing and network simulator with the widely-used
Ptolemy physical simulator, in a transparent way. Our highly in-
tegrated approach is further augmented with Machine Learning
capabilities by implementing Long Short-Term Memory (LSTM)
and Gated Recurrent Unit (GRU) recurrent neural networks in
both the Cyber and Physical domains, enabling users to develop
their complex recurrent neural networks significantly fast and ac-
curately. APOLLON has been evaluated when executing a number
of benchmarks and real-world use cases; the end results demon-
strate that the presented approach has up to 99% accuracy in the
reported SuD aspects.

Index Terms—Cyber-physical system simulator, distributed
systems simulator, integrated simulator, machine learning.
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I. INTRODUCTION

DURING the last decade, highly parallel and distributed
Cyber Physical Systems (CPS) are growing in capability

at an extraordinary rate, incorporating processing systems that
vary from simple microcontrollers to high performance units
connected with each other through numerous networks. As a
result, the complexity of those systems coupled with their large
scale and heterogeneity, emphasizes the urge to better model and
simulate these systems at design-time. One of the main problems
the designers of such systems face is the lack of simulation
tools that can offer realistic insights beyond simple functional
testing, such as the actual performance of the nodes, accurate
overall system timing, power/energy estimations, and network
deployment issues. On top of that, none of the existing solutions
support the simulation of the physical aspects of CPS so as to
allow the simulation of the whole CPS, in an integrated manner,
during design-time.

In this paper, we present the APOLLON Simulation Frame-
work which is an extension of the COSSIM open-source frame-
work [1] that aims to address all the aforementioned limitations.
COSSIM efficiently integrates a series of sub-tools that model
the processing nodes as well as the network(s) interconnecting
them. It provides cycle accurate results by simulating the actual
application and system software executed on each node, together
with the actual networks employed and it provides power/energy
consumption estimation for both the processing elements and the
network based on actual dynamic usage scenarios. In this paper,
we extend COSSIM by introducing a novel flow that enables the
designer to rapidly simulate the physical aspects of the CPSs
in conjunction with the Processing & Network systems. This
allows CPS designers to simulate not only the software part
of a CPS (on the processing units) but also its physical part
within the same environment; this novel aspect significantly
accelerates the so important, nowadays, design time. Last but
not least, APOLLON employs a standardized interconnection
protocol between its sub-components (i.e., IEEE 1516.x High
Level Architecture - HLA), thus it can be seamlessly connected
to additional simulation tools if needed.

The main contributions of this paper are, in summary, that we
present:
� The first known open-source integrated simulation frame-

work [2] which can simulate complete heterogeneous CPS
that incorporate sensors, actuators, etc.

� An innovative flow to enable the designers to simulate the
complete aspects of CPS Systems (i.e., CPU, Network and
Physical Environment) within one simulation framework.
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� A novel global synchronization scheme which takes into
account the trade-off between the simulation speed and the
simulation accuracy.

� Open-source GRU and LSTM implementations1 in order to
enable the users to develop their complex recurrent neural
networks using our fundamental structures minimizing the
development and verification time.

� A thorough evaluation of the end system based on a widely
used CPS protocols as well as real world use cases and
different metrics.

II. CPS SIMULATORS AND APOLLON APPROACH

The APOLLON simulator targets mainly the development
of complex CPSs. The available tools for CPS simulation fall
under three main categories. The first one focuses mostly on the
functionality of the system under design and thus these tools
try to model different entities of a CPS: a physical process, an
electromechanical physical component, user behavior, events,
message exchanges between components etc. Such tools are
mostly based on the use of well-defined models of computation.
Among them, the most profound ones are Ptolemy [3], Matlab
Simulink [24] and Modelica-based [4] simulation environments.
While these tools can model physical processes, they can only be
used during the initial design phase of the CPS application (they
can even generate application code) since they mainly offer func-
tional simulation. As a result they cannot handle cycle-accurate
processing simulation, power consumption estimations of the
processing components nor the simulation of the actual networks
that are going to be employed. In contrast, APOLLON can
simulate the CPS physical process together with the processing
and network aspects.

The 2nd category focuses on simulators that handle both the
processing and network aspects and typically can be found in the
field of Wireless Sensor Networks (WSNs), which is a subset
of CPSs. Most of these tools are designed around a specific
WSN-related operating system (OS) or a specific device. For
example, TOSSIM [5] can simulate WSN applications designed
for the TinyOS operating system; it can simulate the whole OS
stack including the applications developed on a special subset of
C (nesC), while offering models for specific micro-controllers
(AVR ATmega128) along with their peripherals. Similarly,
COOJA [6] simulates sensor networks whose nodes run mainly
the Contiki OS [7], while it can load binaries generated from
other OSs as well. Even though COOJA can simulate the actual
software stack that is executed, it can support only simple
micro-controllers and can handle a small number of network
protocols. Other WSN simulators [8], [9] focus on specific
micro-controllers or motes (they can model the whole sensor
node including sensors and the radio communications chip).
These simulators can effectively model both the actual software
executed on the processing nodes and the network between
the devices; however, their applicability cannot be generalized
neither in terms of software (e.g., support for different OSs or
software packages), nor in terms of hardware (e.g., support for

1https://github.com/ntampouratzis/Ptolemy-Neural-Network

other more complicated CPUs) or network (e.g., they can only
simulate specific wireless protocols). As a result, those tools
cannot handle the simulation of general CPS which requires
the modeling of very diverse processing devices together with
a multitude of networks, while (in contrast to APOLLON) they
cannot model physical aspects of CPSs.

Finally, the 3rd category focuses on CPS co-simulation tools
which combine two or more conventional simulators. For ex-
ample, authors in [10] present the CPS-SIM which uses Mat-
lab/Simulink as physical system simulator and QualNet (and/or
OMNET++) as communication network simulator. In addition,
in [11], the NCCPIS co-simulation tool for network control
and CPS evaluation is presented which integrates the dynamic
control system simulator, Ptolemy II and the network simulator
NS-2. However, in both approaches the integration between sim-
ulators is realized using a Simple Network Simulator Protocol
(SNSP) and a custom-made synchronization scheme respec-
tively. Furthermore, in [12], an evaluation tool called NCSWT
was developed which integrates Matlab/Simulink and NS-2 us-
ing the HLA standard for coordinating data communication and
time synchronization. However, none of the above frameworks
execute the application on a cycle accurate manner, neither
they can report precise application performance and/or power
consumption estimations as APOLLON does.

In summary, to the best of the authors knowledge, no inte-
grated solution exists that can handle the simulation of actual
CPS including their complete software stack, network dynamics
and physical process. In order to address the lack of such
tools, APOLLON efficiently integrates several well-established
simulation sub-systems in a single framework that works in a
transparent to the user way (i.e., as if it was a single tool rather
than a framework). APOLLON is the only known tool that can
handle the network, processing, physical and power simulation
in an integrated, fully distributed and cycle-accurate manner
allowing for much faster development.

III. APOLLON DESIGN CHOICES

A. Processing Simulator

Complex CPS environments comprise of a set of nodes and
a number of networks that connect those nodes together. The
diversity of nodes used in such systems is high; there can be sim-
ple micro-controllers that control an actuator device or provide
readings from a sensor, network devices, powerful main control
units, server systems, etc. Thus, in order to accurately simulate
a processing node, a system simulator that is cycle-accurate,
Instruction Set Architecture (ISA) independent, configurable (in
terms of supported devices and system features), able to boot
real-world operating systems and execute software compiled for
the specified processing node is required.

There is a wide range of open-source processing simulators.
OVP [13] is a high-performance simulator that can simulate ad-
vanced multi-core heterogeneous platforms, while it can support
the most popular processor families (ARM, MIPS, PowerPC
etc). However, it cannot model any operating system and it does
not provide power models. On the other hand, SimpleScalar [14]
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is a tool on top of which the designer can perform program per-
formance analysis, detailed micro-architectural modeling, and
hardware-software co-verification. It can simulate very complex
CPUs (x86, ARM, RISC-V etc.) while it provides the means to
track energy consumption through the Wattch framework [15].
However, it cannot model or run an operating system.

In order to efficiently simulate the processing aspects of CPS,
in APOLLON we adopted the COSSIM’s processing simulator
(i.e., GEM5). GEM5 [16] is a system simulation platform that
covers all the aforementioned requirements simulating multi-
core homogeneous or heterogeneous systems including their pe-
ripherals and OSs while also providing very accurate power and
energy consumption numbers through the use of the open-source
McPAT [17] tool.

B. Network Simulator

Although GEM5 supports system simulation up to the level of
the Network Interface Card (NIC), it does not support network
modeling. Therefore, APOLLON employs a dedicated network
simulator that handles all network related modeling above the
physical layer of a NIC. The simulator selected for this task
is COSSIM’s network simulator (i.e., OMNET++ [18]). OM-
NET++ supports virtually all network protocols and topologies
while all network devices, such as bridges, switches, routers
can also be modeled so as to further increase the simulation
accuracy. Through OMNET++’s extensions, the designer can
also estimate the power consumed at the network as well as at
the radio devices of the nodes, by using the MiXiM add-on [19].

It should be noted that there exist a number of different alterna-
tives to OMNET++. The most popular ones are the ns2 [20] and
ns3 [21] network simulators. Similarly to OMNET++, they are
also discrete event network simulators, supporting a multitude
of network protocols. OMNET++ has been selected mostly
because of its wide support of plugins, the reported shorter
learning curve than ns2 and ns3, and its higher performance
and accuracy [22], [23].

C. Physical Simulator

Although the processing and the network simulator can handle
all the cyber parts of a CPS, they can not simulate the physical
process (e.g., the behaviour of electromechanical physical com-
ponents). Therefore, APOLLON employs a dedicated physical
simulator that efficiently handles all the physical components of
a CPS.

There are numerous tools and simulation frameworks which
model physical process. Modelica [4] is a freely available,
object-oriented language for modeling large, complex and
heterogeneous systems, especially those containing physical
components (i.e., mechanical, electrical, thermal, control, etc).
Simulink [24] is a multi-domain simulation and model-based
design tool for dynamic embedded systems. It offers tight inte-
gration with the MATLAB environment and it is widely used
in automatic control and digital signal processing. Scilab [25]
is a free open-source numerically oriented programming lan-
guage, providing easy access to extensive numerical libraries for
signal processing, statistical analysis, numerical optimization,

Fig. 1. Top-level view of the APOLLON framework.

etc. Ptolemy II [3] is an open source modeling and simulation
framework with the unique ability to represent heterogeneous
systems, through its different Models of Computation (MoCs).

Among all the listed physical simulation tools, Ptolemy II
satisifies the vast majority of the requirements outlined in the
introduction. Unlike other design and modeling tools, it can
combine multiple models of computation in order to simulate
an environment efficiently and completely. Moreover, it can
model physical, control, and other systems, while also efficiently
supporting large scale problems.

D. Integration of Components

Binding the aforementioned processing, network and physical
simulators together is a very complex task, requiring carefully
designed communication interfaces and very accurate synchro-
nization schemes. These bidirectional interfaces have to transfer
information related to the type and timing of events, and the
representation of time, as well as to provide a common data
representation scheme throughout the framework.

In order to efficiently integrate all of the above sub-simulation
systems and establish a common notion of time, APOLLON
employs the IEEE 1516 HLA standard [26]. HLA determines
the functional entities, design rules and interfaces for each
connected simulation sub-system and specifies the communi-
cation between the individual components. It requires a Run
Time Infrastructure (RTI) module which performs event-based
tasks which we employ so as to support full synchronization
(i.e., having the same notion of global time) across all APOL-
LON sub-systems. Among the numerous RTI implementations,
APOLLON has adopted CERTI [27] which is used in the
COSSIM simulator and it is an open-source, widely-used RTI
implementation.
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IV. APOLLON OVERVIEW

Fig. 1 illustrates the APOLLON simulator with all its com-
ponents and interfaces. Multiple instances of a node simulator
module (i.e., a GEM5-based module called aGEM5) are required
for the efficient simulation of the numerous processing nodes of
a parallel CPS. The network that binds together the different
nodes is simulated by the network simulation module (i.e., an
OMNET++ based module called aOMNET++). Moreover, the
physical aspects of the CPS are simulated by multiple instances
of a physical simulation module (i.e., a Ptolemy based module
called aPtolemy). The processing simulation instances are con-
nected with the network and physical modules through IEEE
HLA-compliant interfaces (interfaces #1, #2, #3). Additionally,
each aGEM5 instance is connected through a custom XML inter-
face with a McPAT instance which estimates the energy/power
processing consumption, while aOMNET++ employs internally
the MiXIM add-on to estimate the power consumption of the net-
work. Finally, the aPtolemy and aGEM5 instances are properly
modified to provide hooks that allow Machine Learning (ML)
software components to interact with the simulation process so
that ML models can be executed during the simulation, either
on the physical part (i.e., aPtolemy) or on the cyber part (i.e.,
aGEM5).

Fig. 1 also illustrates the primary inputs that a user has to
provide to APOLLON and the primary outputs of the simula-
tion process. Specifically, the System Configuration (number of
CPUs, memory sub-system, peripherals etc.) has to be defined
either using a configuration file or the supplied, user friendly
COSSIM graphical interface. Furthermore, image files of the
OSs that will be executed on the nodes of the simulated platform
have to be provided by the user. An image file includes the OS
kernel, the application executable and all the libraries required.
In addition, through the Network & Topology description, the
user can define a network topology (e.g., distance between
nodes, topology, mobility between nodes, etc.) and describe the
interconnection channels and the selected network protocols.
Moreover, in the Physical Topology files the user can define
all the physical aspects of a CPS (e.g., number of sensors and
actuators as well as their physical interconnection). Finally, the
applications developed by the user can benefit from the Machine
Learning support using our implemented fundamental structures
in both the physical (i.e., in aPtolemy) and the cyber (i.e., in
aGEM5) domains.

The APOLLON output is comprised of the following: (a) Pro-
cessing/Network/Physical statistics containing all the measured
metrics of the simulation process (e.g., clock ticks, execution
time, cache misses, number of packets sent, number of packets
dropped, delay of received packets, plots from physical sim-
ulations), (b) power and energy estimations for each node as
well as of all the nodes and the interconnection network, (c) the
output of the actual application that is executed, (d) Machine
Learning metrics such as the model accuracy for the input dataset
as well as the model predictions produced during the application
execution.

Interfaces #1, #2, #3 are responsible for the integration of the
processing with the network and physical simulation instances

through HLA. The HLA-compliant interfaces that have been
added to the GEM5, OMNET++ and Ptolemy simulators im-
plement both the required interconnection and synchronization
functions. Specifically, each interface consists of two sub-parts
per node: (a) one responsible for the exchange of the Data
Packets and the synchronization of the Processing with the
Network and Physical sub-tools through IEEE HLA Server and
(b) one responsible for the initial synchronization set-up of the
overall APOLLON framework through a custom-made Syn-
chronization Server (SynchServer). SynchServer is responsible
only for the initial setup of the simulation so it does not affect
the latency of the simulation process, while the performance
characteristics of the IEEE HLA Server are analyzed in [1].
In addition, APOLLONlib is implemented so as to enable the
interoperability between aGEM5/aOMNET++/aPtolemy based
on the HLA standard. aPtolemy also employs internally Machine
Learning models through our fundamental LSTM and GRU
actors in order to enable the designers to seamlessly develop
their complex reccurent neural networks. In this way, sensor
values simulated by aPtolemy actors can be used as ML model
inputs and the ML model predictions can be used to activate
simulated actuators as described in Section VIII.

V. APOLLON ARCHITECTURE

This Section describes the most significant developments,
enhancements and modifications perfromed in the existing tools,
in order to create the APOLLON CPS unified framework.

A. aGEM5

In order for GEM5 to serve as the processing simulation
sub-system in the APOLLON framework, it has been properly
extended to support certain additional features (adapted version
called aGEM5). Based on the APOLLON requirements, the
underlying processing simulation sub-system should support
the simulation of a CPU including several levels of memory
hierarchy and complex peripherals, as well as the execution of
a full operating system on top of the simulated device. Publicly
available GEM5 can support single and multi-core ARM, X86
and RISC-V architectures, real network cards, and a complete
TCP/IP protocol stack included in a Linux-based OS Kernel
module with the appropriate drivers.

In the scope of APOLLON, we adopt the COSSIM approach
in which the Ethernet packets from Etherlink are sent to the
Network Simulator, modifying at the same time the packets
to match the specific network protocol required by the sim-
ulated application (i.e., Ethernet, WiFi, 3G) as illustrated in
Fig. 2. In more details, the network-related simulation data
flow is as follows: (a) in the processing simulator, a NIC is
fully modeled and the application is connected to it through its
device driver; (b) in the network simulator, the network packets
produced by the NIC are changed, by microrouters (see below),
to any network protocol (without any effect in the simulated
time/characteristics) and are accurately and fully handled by the
network simulator.

The following subsection describes the most significant en-
hancements which are developed in order to expand the GEM5
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Fig. 2. APOLLON network model.

Fig. 3. aGEM5 physical device for aPtolemy interconnection.

simulator so as to support our novel interconnection with
Ptolemy and thus create the APOLLON framework.

1) Extending the GEM5 Interface to Support Ptolemy: Fig. 3
illustrates the aGEM5 interconnection interface with the aP-
tolemy simulator; there is also an interconnection of aGEM5
with aOMNET++ which allows for the complete simulation of
a complex parallel CPS (Fig. 1) which is analytically described
in [1]. It should be noticed that there are no direct connections
between the aGEM5, aPtolemy, and aOMNET++ modules; they
communicate only through the HLA and Synch Server.

a) Operating system (OS): The OS can be represented as
a layered structure, as in Fig. 3. It contains the User Space
with the user applications and all the appropriate libraries, and
the Kernel Space (in our case a Linux Kernel but virtually all
OSs can be sopported), which is strictly reserved for running
a privileged operating system kernel and most of the device
drivers. In order to incorporate efficiently the module performing
the simulation of the physical environment (i.e., aPtolemy) we
have developed a set of device drivers. The aPtolemy modue is
activated through programmed I/Os allowing the CPU to sleep
until an inter-processor interrupt from aPtolemy is delivered to
indicate task completion; this approach allows for full overlap
of the two sub-simulations. In addition, an ioctl function has
been developed in order to achieve efficient user-kernel space
communication; this novel function can mainly perform the
following tasks:

� QUERY_SENSOR_WRITE_DATA - Initialise the Direct
Memory Access (DMA) copy transaction from the Host
(Kernel Space) to the aGEM5 Physical Device.

� QUERY_SENSOR_READ_DATA - Initialise the DMA
copy transaction from the aGEM5 Physical Device to the
Host (Kernel Space).

� QUERY_ACTUATOR_WRITE_DATA - Initialise the Direct
Memory Access (DMA) copy transaction from the Host
(Kernel Space) to the aGEM5 Physical Device.

Finally, an interrupt handler has been implemented in order to
receive appropriate interrupts from the aGEM5 Physical Device,
such as the DMA completion signal, aPtolemy signal, etc.

b) Memory bus: aGEM5 provides a Memory Bus to in-
terconnect all architecture components such as CPUs, Caches,
RAMs as well as I/O devices using master and slave ports.
Our novel aGEM5 Physical Device is attached to the aGEM5
interconnection system using one master and one slave port.
Specifically, one bus master port is connected to the peripheral
I/O Physical Device port in order to read and write into the
devices’ wrapper registers; similarly, one bus slave port is con-
nected to the DMA Physical Device port in order to write/read
large amounts of data to/from the physical device, as shown in
Fig. 3.

c) aGEM5 physical device: Our aGEM5 device is respon-
sible for the efficient communication and synchronisation of
the aGEM5 with aPtolemy simulators. First of all, it contains
two device memories (one for sensors and one for actuators) to
store the data from the OS, allowing seamless interconnection.
In addition, two DMA engines have been developed so that the
aGEM5 dma_device can efficiently transfer high data volumes
from the Linux driver to the Accelerator Wrapper and vise versa.
Finally, an aGEM5 synchronization event function has been
implemented and it is triggered at every aGEM5 cycle and/or
every aPtolemy event; the user can define more relaxed syn-
chronization interval which will trigger less accurate simulation
results at a faster pace as analyzed in Section VIII.

In order to achieve the aforementioned objectives, the CERTI
HLA interface [27] has been employed. Specifically, a newly de-
veloped APOLLONlib library is integrated with the main core of
aGEM5 and with the aGEM5 Physical Device for the aOMNET
and aPtolemy interconnections respectively. APOLLONlib is a
wrapper to an RTI library, which is responsible for the exchange
of the messages with the HLA Server via TCP and UDP sockets.

Code 1 describes the header functions of the developed
APOLLONlib which enables the designers to interact di-
rectly with the aPtolemy interface from their C/C++ appli-
cations which are executed on top of the full OS which is
running on the aGEM5; the designers can simply include
the < ApollonDriver.h > in their C/C++ source file so as
to utilize them. In more detail, we have implemented two
functions (PtolemyInitialization&PtolemyFinalization)
which handle the initialization and the finalization of the
aGEM5 Physical Device; these functions initialise and terminate
the Kernel Driver, Synchronization Event, Memory Device,
etc.

Subsequently, two more functions PtolemySensor and
PtolemyActuator were implemented in order to interconnect
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Code Segment: Header of APOLLON Driver.
1: typedef double value_t;

2: void PtolemyInitialization();
3: void PtolemyFinalization();

4: value_t PtolemySensor(char * instanceName, char *
attributeName);

5: void PtolemyActuator(char * instanceName, char *
attributeName, value_t attributeValue);

the aGEM5 simulated application with the aPtolemy inter-
face. Specifically, the parameters of a PtolemySensor are the
instanceName and attributeNamewhich are the name of the
sensor (e.g., thermometer) and the attribute of it (e.g., tempera-
ture) respectively, while the function returns the value of the sen-
sor. Similarly, the first two parameters ofPtolemyActuator are
the instanceName (e.g., thermostat) and the attributeName
(e.g., operation),2 while the last parameter is the value which will
be assigned to the actuator. The parameters are used to access the
specific sensor/actuator in the aPtolemy environment; thus the
same names in both simulation environments should be declared.

B. aOMNET++

The key idea behind using a dedicated network simulator in
APOLLON is to be able to support multiple network protocols,
topologies and devices through which CPS nodes can be in-
terconnected. OMNET++ has been chosen as the most capable
and feature-rich network simulator in that context, however it
also has some limitations. OMNET++ does not support the
real protocol stacks (e.g., Linux ones) as GEM5 does. Thus,
in order to efficiently interconnect the two simulators, we use
a module for encapsulating/decapsulating the aGEM5 binary
packets into OMNET++ - compatible packets (the correspond-
ing modules have been designed in the context of COSSIM [1].
Specifically, the aGEM5 instances are connected to aOMNET++
through HLA; for each aGEM5 instance, an HLA-enabled node
is created within aOMNET++. These nodes can transparently
communicate with aGEM5 through a designed HLA run-time
infrastructure (RTI) wrapper, while encapsulating/decapsulating
network packets in a comprehensive form for both simulators.
Within OMNET++, the HLA-Enabled nodes can communicate
with any conventional OMNET++ node (e.g., a router or a
switch) and thus any network topology can be employed and
simulated.

In addition, in order to support different network protocols
(e.g., Wifi, LoRa, 5 G) within OMNET++, the micro-router
modules from [1] are adopted; those micro-router modules allow
the user to seamlessly change the physical layer from Ethernet
to any other option supported by OMNET++. In this way, the
aGEM5 nodes always see an “Ethernet attached” network on the
aOMNET++ side. The implemented transparent micro-routers

2Our environment has the ability to define more than one attribute per
instanceName in a single function call for better performance.

Fig. 4. aOMNET++ node with micro-router functionality.

Fig. 5. Ptolemy model.

have an Ethernet interface (100% compatible with the Linux pro-
tocol stack) and are connected to the aGEM5 node counterpart,
while their second interface is interchangeable through the aOM-
NET++ Graphical User Interface (GUI). To demonstrate the
functionality of the micro-routers, HLAnode0 is the attachment
point of the aGEM5 node and the aOMNET++ infrastructure;
on the left of Fig. 4, micro_router0 is responsible for changing
the network interface from Ethernet to wireless, etc. As a result,
APOLLON can simulate any kind of reliable and unreliable
network, network topology and/or network protocol within the
very widely used and accurate OMNET++ sub-component.

C. aPtolemy

In a Ptolemy model the communication between two actors3

(e.g.,Ball&ArrayP lotterXY ) is established via input/output
ports as illustrated in Fig. 5; in this example, theBall output port
sends the data and the ArrayP lotterXY input port receives
the data. The director is responsible for the progress of the
simulation by firing the actors in a specific order.

On the other hand, in HLA terminology, the logical repre-
sentation of an interconnection of different simulators is called
Federation and includes multiple modules, called Federates,
which communicate, in a fully compliant to HLA manner, via
RTI (Run Time Infrastructure). Specifically, the communication
from the RTI to a Federate and vice versa is established via the
RTI-Ambassador and the Federate-Ambassador modules, which
support several communication primitives as illustrated in Fig. 6;
this Figure presents one Federation consisting of an aGEM5
node (Federate F1) along an aOMNET++ node (Federate F2)
and an aPtolemy (Federate F3) node, while the Federation Object
Model (FOM) contains the description of the data exchange
process within the Federation.

3Actors are concurrent components that communicate via ports.
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Fig. 6. The high level architecture (HLA).

Fig. 7. aPtolemy HlaPublisher & HlaSubscriber actors (two ball instances
are shown: i) the coordinates of ball1 will be sent to aGEM5 instance, ii) the
coordinates of ball2 will be received by aPtolemy).

In an HLA Federation, a Federate must indicate that it pub-
lishes an attribute of a class and another Federate must indicate
it subscribes to this attribute. Besides this static configuration,
an HLA Federate operation includes two more steps: (a) After
launching, each object instance is registered once by the pro-
ducer and discovered by the consumer; (b) During the simula-
tion, the attribute of an object instance is updated by the producer
(through the updateAttributeV alues HLA function) and re-
flected by the consumer (through the reflectAttributeV alues
HLA callback).

To establish a relationship between a Ptolemy token and an
HLA object class attribute, two new actors, HlaPublisher
and HlaSubscriber, have been developed and integrated to
aPtolemy; these are extensions of the work in [28]. The
HlaPublisher registers the object instance and sends the corre-
sponding data through the RTI; The HlaSubscriber discovers
the object instance and receives the data targeted to it through
the RTI. This is transparent to the user, who must only connect
the input port of an actor (i.e., receive data from the RTI) to an
HlaSubscriber actor, and connect the output port of an actor
(i.e., for sending data through the RTI) to an HlaPublisher
actor. Those actors are depicted in Fig. 7 with Classes (Sensor
& Actuator) and Attributes (PositionX & PositionY). Moreover,
aaGEM5StopExecution actor has been implemented in order

to finish the aPtolemy execution whenever the aGEM5 counter-
part node is terminated.

The type of the ports corresponds to the type of the attributes,
while an HlaManager interface is implemented in order to
ensure that the timestamp order is kept; this interface module
enables the interoperability between the Ptolemy model and the
HLA/CERTI Federation by handling all the logic, data structures
and operations required. To manage the time synchronization
between the Ptolemy model time and HLA’s logical time a
specific interface called T imeRegulator has been designed.
This interface handles a specific Ptolemy attribute and allows
to parameterize the time advancement algorithm of a director.
The T imeRegulator module provides a special method, called
proposeT ime(), which handles the required time advancement
adaptation by preserving the director semantics. In that respect,
whenever a director has to advance its current time, if one or
more T imeRegulator attributes are deployed in the model, the
proposeT ime() method of those attributes is called, before the
time is advanced. The smallest time returned by those attributes
is returned to the director. If there is no such attribute, the initial
time advancement algorithm is applied.

The proposeT ime()method has a parameter proposedT ime
which indicates the time that the director wants to advance
to. In the case of the DE director, the proposedT ime is
the timestamp of the next event to be consumed from its
calendar queue. Based on our approach, the proposeT ime()
method has to call the required HLA time management ser-
vices (i.e., timeAdvanceRequest) and handle the HLA events
received from the reflectAttributeV alues (RAV) callbacks.
The method also ensures that the returned time is at least equal
to the current time of the director or equal to the proposedT ime.

The HlaManager attribute is built on the top of the JCERTI
API, a Java binding of CERTI implementng HLA 1.3, while
all the functionalities described in this section are provided by
aPtolemy, through APOLLONlib, in a transparent to the user
way.

VI. APOLLON NOVEL INTERCOMMUNICATION AND

SYNCHRONIZATION MECHANISM

One of the main novel aspects of APOLLON is the devel-
oped intercommunication and synchronization scheme which is
fully compliant with the IEEE HLA standard. The APOLLON
HLA time management services enable for the first time in
the area of CPS deterministic, cycle accurate and reproducible
distributed simulations based on a novel three-stage synchro-
nization scheme which is analytically described in Section VI-B.

In our approach, the time advancement requests initated by
Federates are handled in the HLA timeAdvanceRequest service
(TAR) which is used to implement time-stepped Federates,
while the granted time is provided by the timeAdvanceGrant
(TAG) callback. The time advancement phase of a Federate F
in HLA is a three-step process (not to be confused with the
threes stages of our novel synchronization scheme): i) F sends
a request using the TAR service; ii) F can receive Data Packets
using receiveInteraction or reflectAttributeValues callbacks; iii)
F waits for the granted time tG (TAG). At the TAG reception, the
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Federate’s local time will be advanced to tG based on the data
contained in the TAR request.

A. APOLLONlib Arhitecture

The implemented APOLLONlib enables the interoperability
between aGEM5/aOMNET++/aPtolemy and the CERTI/HLA
Federations. It is built on top of the CERTI (on the aGEM5
- aOMNET++ interconnection) and JCERTI (on the aGEM5 -
aPtolemy interconnections) APIs which are the C++ and Java
bindings of CERTI and which both implement HLA version
1.3. Since the HLA communication mechanisms are based on
TCP/IP packets, both RTIG and SynchServer can be executed
either in the same physical machine or in physically-entangled
servers. The same applies for all the components of the simu-
lator (i.e., each aGEM5, aOMNET++, and aPtolemy instance),
thus enabling fully distributed simulation of large parallel CPS
systems.

HLA services are grouped into six groups based on where they
are utilized in the Federate life cycle. The set of HLA services
used in APOLLON cover the following aspects:

1) Federation management - Defines how Federates can con-
nect to the RTI, create, join and manage Federations, save
and restore federation states, as well as the parameters for
our accurate synchronization scheme.

2) Declaration management - Defines how Federates declare
their intentions with regard to publication and subscription
of classes and interactions.

3) Object management - Defines how Federates can utilize
objects and interactions.

4) Time management - Defines how time is used in a Feder-
ation and how it affects object and interaction updates.

Table I summarizes the implemented methods in APOLLON-
lib and the corresponding HLA services, while Table II lists the
variables which is used in the paper.

The Pre-initialize methods of the APOLLONlib implement
certain services of the Federation management (e.g., create and
join tasks for a Federation) and some services of the Declara-
tion management which have to do with the publication and
subscription of object’s instances in a Federation. Specifically,
3 basic methods are implemented: a) Join which is responsible
for creating a Federation and allow the Federate to join this
Federation; b) Publish which is responsible to publish the inter-
action and object classes to allow for the sending of Network
and Physical Packets; and c) Subscribe which is responsible for
the subscription to the interaction and object classes, in order to
receive Data Packets.

The Initialize methods of the APOLLONlib implement spe-
cific Federation & Time management services which are relevant
to the HLA synchronization and time policy (e.g., constrained
and regulating Federates4). Specifically, 3 basic methods are im-
plemented: a) SetTimeRegulation to declare the federate policy;
b) Pause to initiate the establishment of a named checkpoint

4A regulating Federate participates actively in the decisions for the progress
of time while a constrained Federate follows the time progress imposed by other
Federates.

TABLE I
OVERVIEW OF APOLLONLIB ARCHITECTURE

TABLE II
LIST OF VARIABLES USED IN THE PAPER

that serves to synchronize all Federates according to federation-
defined semantics; c) Synchronize which is called when all other
Federates (in the same federation) have joined.

The Send & Receive NetworkPacket methods of the APOL-
LONlib implement certain Time management and Object man-
agement Services. Specifically, 5 basic methods are imple-
mented which support the send & receive Interactions within
the HLA Federations: a) SendNetworkPacket sends Network
Packets from an aGEM5/aOMNET++ Federate to the CERTI
server; b) ReceiveNetworkPacket inherits the receiveInteraction
callback, decodes and reads the NetworkPacket whenever is
triggered; c) Step requests an advance of the logical time of
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Fig. 8. APOLLON HLA federations.

the federate to a specified federation time using the timeAd-
vanceRequest HLA service while the Send & Receive Physical-
Packet methods of the APOLLONlib are utilized in the exchange
of the DataPackets from aPtolemy to aGEM5 and vice versa
d) The declareObject method is implemented which inherits
the registerObjectInstance allowing the dynamic declareation of
new objects (i.e., sensors and actuators) during the simulation, e)
The Resign (finalize) method which is related to the Declaration
and Federation management services and which is responsible
for the correct termination (i.e., resignation) of the federates,
the destruction of a federation as well as the un-publish and
unsubscribe of all its object classes.

B. APOLLON Synchronization

Within APOLLON we have developed a novel three-
stage synchronization scheme consisting of the following sub-
schemes, which is an extension of COSSIM synchronization
scheme analyticaly described in [1]:

1) Network Synchronization per node: Each aGEM5 node
needs to communicate, in a consistent way, with its cor-
responding node in the network simulator (i.e., aOM-
NET++) and exchange network packets. This type of
synchronized communication is necessary because cer-
tain network data between the two simulators must be
exchanged in a manner that will preserve the exact time or-
dering. For this reason, one Federation is created per node
(NF1 & NF2) pair so as to support full synchronization as
illustrated in Fig. 8(a).

2) Physical Synchronization per node: Similarly, each
aGEM5 node needs to communicate, in a consistent way,
with its corresponding node in the physical simulator
(i.e., aPtolemy) and exchange data packets from/to it.
So another Federation is created in order to support
full synchronization per aGEM5-aPtolemy pair (PF1 &
PF2 - Fig. 8(a)). To be noticed that in this example,

two different Federations are created per simulated node
(e.g., Node0) to allow the user to declare different syn-
chronization intervals between aOMNET++/aGEM5 and
aGEM5/aPtolemy.

3) Global Synchronization: The APOLLON simulator needs
to periodically synchronize all nodes. This is because it
supports different types of CPUs with different clock cy-
cles, different network protocols and/or different aPtolemy
components, all resulting in varying workload for the
simulators’ engines. Therefore, the simulated time (i.e.,
the time aspect of the modelled system) in each node can be
completely different for the same wall clock time. For this
reason, a Global Synchronization Federation is developed
to achieve a unified notion of time which contains all the
aGEM5 - aPtolemy pairs and one OMNET++ helper Node
(SynchNode) as illustrated in Fig. 8(b).

The above synchronization entities are completely indepen-
dent and can be separately set by the user. The first two mostly
cover the latency of the network interface as well as the fre-
quency of the intercommunication of the physical environment
with the cyber one, and they do not affect the simulation speed.
The third scheme allows for trade-offs between simulation speed
and simulation accuracy as demonstrated in the validation and
performance section.

VII. MACHINE LEARNING MODELS

Another rather unique and innovative feature of APOLLON
is that it incorporates Machine Learning (ML) functionality in
both the physical and the cyber domains, through aPtolemy and
aGEM5 respectively. As it is depicted in Fig. 1, the user can
include the ML model architecture description and the model
parameters, which assumes that the ML model training has
already been done outside the APOLLON framework. This is
a reasonable approach since the training with a simulator will
most probably need forbiddingly high time.

Specifically, in the context of APOLLON, LSTM and GRU
recurrent neural networks are implemented in the Ptolemy II
framework, in order to extend its machine learning library, en-
abling users to develop their complex recurrent neural networks
in significantly less time that with the standard ptolemy II tools.
Using the Ptolemy II MoCs and basic actors, fully connected
(FC) and activation (sigmoid, tanh) layers are implemented
which are then used in the construction of simple neural net-
works, such as the one used in the handwritten digit recognition
task [29]. Those simple neural network implementations are then
being advanced towards the LSTM and GRU cells implementa-
tion.

A. Simple Neural Network Implementation

Using the FC and sigmoid actors from the Ptolemy II ML
library, we construct a two hidden-layer neural network which
can be used for handwritten digit recognition (HDR). This neural
network has been trained outside the Ptolemy II framework and
the resulting parameters are used as input to the FC actors.

The Ptolemy II framework allows us to create an HDR actor
and add it to the Ptolemy II ML library. Unlike the FC and
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Fig. 9. Implementation of the LSTM network predictor in ptolemy.

the sigmoid actors, which are transparent, the HDR actor is an
opaque composite actor and has a Synchronous Dataflow (SDF)
director indicating the use of the SDF MoC [30].

B. LSTM/GRU Network Implementation

LSTM and GRU networks belong to the Recurrent Neural
Network (RNN) family. RNNs were introduced when it was
proved that simpler neural network architectures (e.g., Convolu-
tional NNs - CNNs) were unable to solve specific problems such
as speech recognition, language modeling, translation, image
captioning etc. The main differences of the RNNs compared
to the CNNs are: (a) the use of sequence of vectors as input,
and (b) the notion of internal state which implies memory.
LSTM and GRU networks are two of the most well known RNN
architectures.

The main building blocks of the LSTM and the GRU networks
are the LSTM and the GRU cells respectively. These cells are
implemented within the Ptolemy II ML library as opaque SDF
actors each containing an SDF director. The LSTM and GRU
cell actors consist of numerous interconnected FC and activation
layers.

In order to demonstrate and emulate the implementation
and operation of an LSTM network in APOLLON (within
aPtolemy), we have connected an LSTM cell with a FC layer to
solve the problem of temperature forecasting using past weather
timeseries data. We have used Keras-Tensorflow to train this
network outside APOLLON; the trained layer parameters are
used as input to the temperature forecasting LSTM network.

The LSTM Network is trained to take as input the hourly
weather data measurements (14-valued weather data) of the
past 240 hours and predict the temperature of the next day at

the same specific time. The dataset used in this temperature
prediction task is a set of time series data recorded at the weather
station of the Max Planck Institute for Biogeochemistry in Jena,
Germany. In order to implement a model of this network in the
Physical part of APOLLON we use the Modal Models, which are
finite state machines (FSMs) with state refinements; those state
refinements allow the execution of a whole model as a state.
Using the ModalModel Ptolemy actor as well as the Register
actor, it is possible to implement the recurrency required by the
LSTM Network.

Fig. 9 shows the implementation of the LSTM Network
Predictor in the aPtolemy module of APOLLON. The firstL-
STMstep refinement is used to provide zero vectors at the
initial hidden-states, ht−1 and Ct−1, at the beginning of each
prediction. After that, the LSTM cell continues its execution in
the restLSTMsteps refinement for another 239 14-valued input
vectors; two register actors are used for storing and providing
the updated hidden states ht−1 and Ct−1. Finally, after feeding
240 input vectors to the GRU cell, the output vector produced
is given to an FC layer to calculate a prediction which is passed
to a de-normalization actor (this is dataset specific) to calculate
the final raw temperature value.

LSTM and GRU based temperature prediction actors have
also been added to the conventional Ptolemy II ML library so
as to also be utilized by the users of the stand-alone Ptolemy II
simulator.

VIII. VALIDATION AND PERFORMANCE ANALYSIS

This section presents the experimental results of our work.
The evaluation of the APOLLON simulation framework has
been performed using light versions of two Linux distributions;
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Fig. 10. Performance using typical GEM5 configuration.

Gentoo Base System for x86 processors and BusyBox for ARM
ones.

A. Evaluation of Processing Subsystem

As described in Section V, APOLLON utilizes a modified
version of the mainstream GEM5 simulator. However all mod-
ifications are mainly related to the network interface and the
developed HLA components. As such, the main computation
engine of the GEM5 simulator is left intact and therefore the per-
formance of the aGEM5 component of the APOLLON simulator
is in line with the reported performance of the publicly available
version of GEM5. GEM5’s performance varies greatly with the
complexity of the processing system that is being simulated. A
typical simple CPU (InOrder CPU) can be simulated at a rate of
1 to 3 MIPS (Million Instructions / Sec). More complex CPU
structures (e.g., Out of Order CPUs) and memory subsystems
can reduce the rate of simulated instructions to as low as 0.1 -
0.3 MIPS [31].

The key concept of APOLLON’s approach is to execute
the aOMNET++ simulator in a typical workstation, while the
aGEM5 instances together with the aPtolemy instances are
executed in one or more servers (distributed simulation). For
this reason, in the following experiments, the aOMNET++ sim-
ulation was executed on a workstation utilizing an Intel i5-4590
processor (3.3 GHz) with 16 GB of RAM. On the other hand,
the simulation of the CPUs and of the physical aspects of the
CPS as well as the HLA Server were executed on a cluster which
contains 44 HP Proliant BL465c server blades with two AMD
Opteron Model 2218 (2.6 GHz), 4 GB of RAM and Gigabit
Ethernet per blade (totally 176 physical cores are contained with
176 GB of RAM).

Fig. 10 illustrates the mean instructions per second simulated
when several real-world applications are executed in the APOL-
LON system including the time needed for the negotiations of a)
the corresponding networks interconnecting the different nodes
and b) the aPtolemy set-up for both X86 and ARM proces-
sors. As this figure demonstrates, when increasing the number
of nodes the rate of simulated instructions (i.e., performance)
decreases. This is mainly due to the Global Synchronization
schemes for the 2-1024 node experiments, while there is a steep
performance drop when more than 176 aGEM5 instances are
executed on the 176 physical cores due to the lack of processing

Fig. 11. Network scenario for CoAP analysis.

Fig. 12. CoAP throughput for 1server/1client using different Global Synchro-
nization intervals.

resources. The reader may find more experimental results of the
Processing Simulator Part in [1].

B. Evaluation of Network Simulator Subsystem

The network performance of APOLLON’s novel approach
has been evaluated when simulating the Constrained Applica-
tion Protocol (CoAP) which is very widely used in resource-
constrained CPSs. CoAP is defined in the RFC7252 [32] as a
lightweight and simple application protocol. It is a request–
response application protocol based on an asynchronous ex-
change of messages with optional reliability, as it runs over
User Datagram Protocol (UDP) which does not natively support
reliability features.

In a CoAP network we have two types of nodes: (i) CoAP
servers, usually constrained devices (sensors or actuators), that
can be accessed or controlled using a REST API, and (ii)
CoAP clients, devices that want to retrieve some information
or request some action from the server. For our experiments, we
port the libcoap library [33] in the APOLLON simulator and
compare the network results with a real system that consists of a
laptop and a Raspberry Pi 3B+ connected through a WiFi router
(Fig. 11).

Fig. 12 illustrates the throughput (Kbits/sec) achieved on
libcoap server-client queries (using both put & get methods) in
the case of two APOLLON simulated and two real systems; in
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Fig. 13. CoAP throughput using 1server & 16-128 clients.

both cases the simulated and real systems are connected through
100 Mbps WiFi.

As described in Section VI-B, the APOLLON Synchroniza-
tion utilizes three different entities that can be separately defined
by the user (two of them are used for network communication).
For the CoAP experiments, the Network synchronization per
node interval is set at 100 us (i.e., each node is guaranteed to
receive at most one Data Packet every 100 us). This interval is
selected due to the 100 Mbps WiFi interconnection between the
nodes. Specifically since the libcoap uses a fixed maximum PDU
size of 1400 bytes, by selecting a synchronization period of 100
us, each node can receive up to 1400 bytes/100 us or 14,000,000
bytes/sec or 112,000,000 bits/sec so it can support 100 Mbps
connection. On the other hand, three different intervals have
been evaluated for the Global Synchronization, from 100 us to
10 ms. Fig. 12 illustrates that as the Global Synchronization
decreases, more accurate results are obtained (i.e., much closer
to the actual performance of the real system); using 100 us as the
Global Synchronization interval, triggers very accurate results
for all packet sizes.

Fig. 13 illustrates the throughput for the CoAP experiments
using 1 server and from 16 up to 128 clients. In that configuration
a router has been configured with 16-128 ports in a star network
topology. Fig. 13 shows that as the number of clients goes up
to 64, the throughput increases because the network bandwidth
is lower than 100 Mbps, while in the case of 128 clients the
throughput remains almost constant because the 128 nodes
saturate the modelled network. Summarizing, in case the Global
Synchronization interval is less than or equal to the Network
Synchronization per node interval, APOLLON guarantees that
the network simulation is fully accurate.

C. Evaluation of Physical Simulator Subsystem

In order to evaluate the efficiency of our novel communication
between aGEM5 and aPtolemy, we have used an integrated
Ptolemy-described sensor/actuator system which consists of
one sensor which reads values/temperatures from a csv file
through the LineReader actor and one actuator which triggers
the LineReader to read a new value. As illustrated in Fig. 14,
the output port of the sensor (i.e., output port of LineReader)
is connected to an HLAPublisher actor in order to send data
through the HLA, while the input port of the actuator (i.e., input
port of LineReader) is connected to an HLASubscriber actor

Fig. 14. aPtolemy sensor-actuator system.

Fig. 15. APOLLON simulated transfer time using different sampling rates.

Fig. 16. APOLLON overall simulation time using different sampling rates.

so as to receive data from the HLA. It should also be noted that a
DiscreteClock is used to plot the simulated time of the aGEM5
counterpart in aPtolemy.

To evaluate the proposed aGEM5/aPtolemy intercommuni-
cation scheme, we measure both the simulated transfer time
from aGEM5 to aPtolemy as well as the overall APOLLON
simulation time (wall-clock time) as illustrated in Figs. 15 and
16 respectively. Specifically, in our experiments, three different
data sizes have been used, from 1 K to 4 K temperature values,
using three different sampling rates from 100us up to 10 ms.
In case of 1 K temperature values using 100us sampling rate,
for example, APOLLON reports 105 ms as simulated time
which is 95% accurate (i.e, 1 K*100us = 100 ms). In this case
our simulator has a slight deviation due to the overhead for
the initialization of the transactions when very small sampling
periods are used; if lower sampling rates are used the accuracy
grows from 99.5% to up to 99.95% for 1 ms and 10 ms sampling
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Fig. 17. LSTM network - Predictions comparison.

Fig. 18. Smart building application in APOLLON.

periods respectively.5 Finally, we can observe from Fig. 16 that
APOLLON has negligible overhead in the overall simulation
irrespective of the amount of data transferred.

To evaluate the implementation of the LSTM RNN in the
aPtolemy ML node, we compare its prediction accuracy to the
one reported by the very widely used Keras-Tensorflow tool.
Specifically, we provide as input 2500 weather measurements
to the aPtolemy LSTM node. These measurements are acquired
periodically at fixed period. Each measurement consists of
14 different values of environmental data (temperature, atmo-
spheric pressure, wind direction, humidity, etc.). The aPtolemy
LSTM implementation takes as input the timeseries of 240 such
measurements in order to predict the temperature value for 24
hours after the time of the acquisition of the last measurement in
the 240-measurement timeseries input. Fig. 17 shows the results
of the comparison between the aPtolemy LSTM implementation
and the Keras-Tensorflow one, and as it is clearly shown, the
accuracy difference is zero (i.e., the aPtolemy LSTM makes
the same predictions as the Keras-Tensorflow implementation).
The orange curved line depicts the actual temperatures of the
environment in the predicted period. From the error metrics
(mean absolute error ≈ 2.4, MSE ≈ 9.5) we see that the LSTM
network predictions are very close to the real values. Finally,
Fig. 19 shows the Ptolemy model of the LSTM network

5The PhysicalSynchronization per node interval has the same value as
the sampling rate in all cases.

Fig. 19. aPtolemy system - LSTM prediction (Node2).

predicting the 10 first values shown in Fig. 17; these values are
overlapped with the Keras-Tensorflow predicted values in Fig.
17.

D. Evaluation on a Real-World Application/System

In order to evaluate APOLLON as a whole we have used a real-
world smart building application. This application comprises of
four parts. The first and second parts cover the sensor which is
on the roof of the building acquiring temperature measurements
and performing the necessary processing. Specifically, the first
part is responsible for the timeseries construction (after data ac-
quisition), while the second one performs the actual processing
on the timeseries by means of temperature prediction using an
LSTM-RNN. The third part of the application is an actuator and
more specifically a thermostat which is placed inside the smart
building and which is set to heating or cooling depending on
the predicted temperature and a threshold. Finally, the fourth
part is a simple application component where the smart building
statistics are reported and displayed.

Fig. 18 shows that the first three parts of the smart
building application are simulated in APOLLON using three
aGEM5/aPtomely pairs which are connected, throught aOM-
NET++ using a wired network. The fourth part of the applica-
tion runs on a mobile device connected to the aforementioned
wired network through a wireless router of aOMNET++ and
simulated in another instance of aGEM5. The aGEM5/aPtomely
pair elements (e.g., gem5_1 and pt1) communicate through the
HLA; in each gem5_1/pt1 pair, a data acquisition process is
simulated using the Ptolemy model shown in Fig. 14, while
the data preprocessing (i.e., timeseries construction) and the
transmission of the data to the second aGEM5/aPtomely pair
are simulated in gem5_1. In the second aGEM5/aPtomely pair,
called gem5_2/pt2, gem5_2 communicates to the pt2 Ptolemy
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Fig. 20. aPtolemy system - Thermostat actuator (Node3).

node (via HLA) where the LSTM RNN is implemented as it
is shown in Fig. 19. The temperature predictions made by the
pt2 Ptolemy LSTM are communicated back to the gem5_2 node
again via HLA. Then, the gem5_2 instance transfers the LSTM
temperature predictions, using the simulated wired network, to
the third aGEM5/aPtomely pair, and specifically to gem5_3.
There, gem5_3 transfers the received data, via HLA, to the pt3
Ptolemy modeled thermostat (see Fig. 20) which controls the
building cooling and heating systems. Finally, gem5_4 executes
the part of the application which receives all the data from the
wired network, through a wireless interface, and reports the
corresponding statistics.

In order to verify the correctness of the simulation pro-
cess, the output of each simulated node was compared with
the output of the high level RNN model developed in Python
and Keras-Tensorflow. Specifically, simulated Node 1 reads
the temperature values, with zero absolute error, from the csv
file using the LineReader actor, performs data preprocessing
and sends the timeseries to simulated Node 2 through a TCP
client-server connection. Then, in simulated node 2, the LSTM
model is executed and the accuracy error of the results is zero,
when compared with the Keras-Tensorflow results, as shown in
Fig. 17). Finally, the Thermostat of simulated node 3 is working
as specified, for all temperature values, for heatOnThreshold
and heatOffThreshold 8.2 and 8.3 respectively (Figs. 19 and 20
present the first 10 values), while Node 4 reports correctly all
the statistics collected from all the other nodes.

IX. CONCLUSION

In this paper, we present the APOLLON Simulation Frame-
work, an open-source novel solution that addresses, in a single
integrated toolset, the simulation of the processing, the network-
ing parts as well as the physical parts of a highly parallel CPS.

Our novel approach allows for the first time for global syn-
chronization, up to the cycle-accurate level if needed, along
the three (i.e., Network, Processing and Physical) simulation
domains. Such an integrated approach can considerably reduce

the time needed for design space exploration while also ac-
celerate the overall development and verification process. Our
highly integrated approach is further augmented with Machine
Learning capabilities implementing LSTM and GRU recurrent
neural networks in both the physical and the processing simu-
lation engines enabling designers to perform their design space
exploration of their complex recurrent neural networks fast and
accurately.

As demonstrated in a number of experiments, the APOLLON
simulator produces very accurate results when simulating a
widely used CPS protocol and real-world applications. More-
over, it is, to the best of our knowledge, the first ever simulator
that can simulate complex highly parallel/distributed heteroge-
neous CPS consisting of several hundreds of processing nodes
each one interconnected with a number of Physical devices.

As future work, we plan to implement a powerful, simple,
sophisticated Graphical User Interface (GUI) in order to pro-
vide easy simulation setup, execution, and visualization of the
APOLLON reported measurements as well as of each of the
sub-systems, in an integrated manner.

In order to allow the CPS designers to use and extend our
work the complete source code of APOLLON together with its
documentation are available for download from [2].
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